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Experience with AI4SE
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SANER’16
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Test oracle generation Intelligent issue trackers

Intelligent program repair - Facebook 
Engineers

Intelligent crowdsourced SE 

MSR’13
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program repair 
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our work, the overall 
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Research Agenda in AI4SE
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“If you want to go far, go together” – African Proverb 
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Engineering Vulnerability Discovery with 
Large Code Models: The TitanCA Experience
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Goal of TitanCA
 Building a localized and specialized large code model (LCM) solution 

for just-in-time (JIT) vulnerability discovery
 The resulting solution would:

                        15

Generalizable and work across 
different programming languages 
(especially Java, C#, Python) and 
domains (especially web 
applications)

Work without sending data 
across the internet

Have a high signal-to-noise ratio, 
for example, by avoiding 
decisions on cases with low 
confidence as measured against 
existing solutions

Continually tuned with new 
vulnerability data from open-
source channels



Goal of TitanCA
 Building a localized and specialized large code model (LCM) solution 

for just-in-time (JIT) vulnerability discovery
 The resulting solution would:
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Be able to ingest vulnerability data 
of varying levels of quality, while 
simultaneously minimizing the 
negative effects caused by lower 
quality data

Enable a human operator with 
domain knowledge to provide 
additional vulnerability data on 
which the model should be tuned 
on

Be refined using characteristics of 
vulnerabilities in SHIP-HATS 2.0 
GitLab project repositories

Be integrable with SHIP-HATS 
2.0 GitLab and security 
vulnerability dashboard
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TitanCA Core Operational Framework Overview
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Input Function
char buf [16];
strcpy (buf, input);
return 0;
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Module Details - ① Matcher (VulCoCo)

 ① Matcher 
 LLM-Powered Vulnerable Clone Detector

 Goal
 Detects whether an input function retains the vulnerable logic of a known 

vulnerable function to which it is closely similar

                        32



Module Details - ① Matcher (VulCoCo)

 Step 1: Embedding Generation
 Converts existing vulnerable functions into vector representations
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Existing Vul Func 1
char buf [16];
strcpy (buf, input);
return 0;

Existing Vul Func 2
int n = atoi(len);
char *p = malloc(n) ;
memcpy (p, src, n);



Module Details - ① Matcher (VulCoCo)

 Step 1: Embedding Generation
 Converts existing vulnerable functions into vector representations
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Embedding
Generation

Existing Vul Func 1
char buf [16];
strcpy (buf, input);
return 0;

Existing Vul Func 2
int n = atoi(len);
char *p = malloc(n) ;
memcpy (p, src, n);

[0.2, 0.8 ... 0.9, 0.1]
[0.1, 0.7 ... 0.8, 0.2]



Module Details - ① Matcher (VulCoCo)

 Step 1: Embedding Generation
 Converts existing vulnerable functions into vector representations
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Embedding
Generation

Existing Vul Func 1
char buf [16];
strcpy (buf, input);
return 0;

Embedding
Database

Existing Vul Func 2
int n = atoi(len);
char *p = malloc(n) ;
memcpy (p, src, n);

[0.2, 0.8 ... 0.9, 0.1]
[0.1, 0.7 ... 0.8, 0.2]



Module Details - ① Matcher (VulCoCo)

 Step 2: Screening Input Functions
 Compares input function embeddings against known vulnerable functions
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Input Function
char dst [10];
strcpy (dst, src);
return dst;



Module Details - ① Matcher (VulCoCo)

 Step 2: Screening Input Functions
 Compares input function embeddings against known vulnerable functions
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Embedding
Generation

Input Function
char dst [10];
strcpy (dst, src);
return dst; [0.3, 0.4 ... 0.5, 0.2]



Module Details - ① Matcher (VulCoCo)

 Step 2: Screening Input Functions
 Compares input function embeddings against known vulnerable functions
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Embedding
Generation

Input Function
char dst [10];
strcpy (dst, src);
return dst;

Embedding
Database

[0.3, 0.4 ... 0.5, 0.2]

Similarity
Search

Similarity: 0.91 > Threshold
Potential Vulnerability

POTENTIAL VUL



Module Details - ① Matcher (VulCoCo)

 Step 3: LLM Validation
 Uses an LLM to validate candidate vulnerable clone matches
 Filters out fixed or non-vulnerable clones
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Input Function
char dst [10];
strcpy (dst, src);
return dst;

Matched Vul Func

Fixed Vul Func



Module Details - ① Matcher (VulCoCo)

 Step 3: LLM Validation
 Uses an LLM to validate candidate vulnerable clone matches
 Filters out fixed or non-vulnerable clones
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LLM
Validation

Input Function
char dst [10];
strcpy (dst, src);
return dst;

Results
• Same vulnerability pattern
• Not a fixed version

COMFIRMED
VUL CLONE

Matched Vul Func

Fixed Vul Func



① Matcher 
(VulCoCo)

Vul Clone Detection

TitanCA Core Operational Framework Overview
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Module Details - ② Filter (R2Vul)
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 ② Filter (R2Vul) 
 Reasoning-Based Vulnerability Screening

 Goal
 Uses reinforcement learning and structured reasoning to identify functions 

that may contain vulnerabilities



Module Details - ② Filter (R2Vul)
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 Step 1: Generate Grounded Reasoning from Labeled Data
 Given CWE and CVE descriptions, generate structured reasoning for labeled 

functions (vulnerable / safe)
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Vul Function 1
char buf [16];
strcpy (buf, input);
return 0;

CWE-119
Buffer Overflow…

CVE Info
Unvalidated stropy to 
fixed buffer overflow…



Module Details - ② Filter (R2Vul)
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 Step 1: Generate Grounded Reasoning from Labeled Data
 Given CWE and CVE descriptions, generate structured reasoning for labeled 

functions (vulnerable / safe)
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Reasoning
LLM

Vul Function 1
char buf [16];
strcpy (buf, input);
return 0;

CWE-119
Buffer Overflow…

CVE Info
Unvalidated stropy to 
fixed buffer overflow…

Structured Reasoning:
• Specific Code Constructs: …
• Mechanism of the Vulnerability: …
• Potential Impact: …
• Contextual Relevance: …

ICSE 2024

Given sufficient information and the right nudges, LLM 
“interprets” vulnerable code well, c.f:



Module Details - ② Filter (R2Vul)
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 Step 1: Generate Grounded Reasoning from Labeled Data
 Given CWE and CVE descriptions, generate structured reasoning for labeled 

functions (vulnerable / safe)
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Reasoning
LLM

Fixed Vul Function 1 Structured Reasoning:
• Analysis of Code Safety: …
• Absence of Common 

Vulnerabilities: …
• Validation of the Non-Vulnerable 

Label: …



Module Details - ② Filter (R2Vul)
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 Step 1: Generate Grounded Reasoning from Labeled Data
 Given CWE and CVE descriptions, generate structured reasoning for labeled 

functions (vulnerable / safe)
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Reasoning
LLM

Vul Function 1

CWE-…

CVE Info …

Structured
Reasoning
Database

Structured Reasoning: …

Fixed Vul Function 1

Structured Reasoning: …



Module Details - ② Filter (R2Vul)
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 Step 2: Generate Misleading Reasoning from Labeled Data
 Flip the label of the data
 Ask the LLM to generate explanations with the flipped label,
 which will be misleading

 Use the resulting pairs to provide contrastive supervision
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Module Details - ② Filter (R2Vul)
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 Step 3: Fine-Tuning LLM with Reinforcement Learning
 Use grounded and misleading reasoning in the database as preference signals
 Fine-tune the model to prefer generating grounded reasoning and avoid 

generating misleading reasoning

                        48

Base
LLM

Structured
Reasoning
Database

Fine-Tune



Module Details - ② Filter (R2Vul)
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 Step 3: Fine-Tuning LLM with Reinforcement Learning
 Use grounded and misleading reasoning in the database as preference signals
 Fine-tune the model to prefer generating grounded reasoning and avoid 

generating misleading reasoning
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Tuned
Filter

Structured
Reasoning
Database

Fine-Tune



Module Details - ② Filter (R2Vul)
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 Step 3: Screening Input Functions
 Evaluate input functions via structured vulnerability reasoning
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Input Function
char d[6];
strcpy (d, output);
return -1;



Module Details - ② Filter (R2Vul)
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 Step 3: Screening Input Functions
 Evaluate input functions via structured vulnerability reasoning
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Tuned
Filter

Input Function
char d[6];
strcpy (d, output);
return -1;

POTENTIAL VUL Reasoning:
• strcpy: unbounded copy
• d[6]: fixed buffer
• No input validation



① Matcher 
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Vul Clone Detection
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Input Function
char buf [16];
strcpy (buf, input);
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Module Details - ③ Inspector (VulTrial)
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 ③ Inspector (VulTrial) 
 Multi-Agent Vulnerability Examiner

 Goal
 Applies multi-agent LLM analysis to examine each candidate in depth



Module Details - ③ Inspector (VulTrial)
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 Step 1: Screening Input Functions
 Evaluate input functions via a review panel using multiple LLM agents

Input Function
char d[6];
strcpy (d, output);
return -1;



Module Details - ③ Inspector (VulTrial)
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 Step 1: Screening Input Functions
 Evaluate input functions via a review panel using multiple LLM agents

Security
Researcher

Input Function
char d[6];
strcpy (d, output);
return -1;

Reasoning:
Buffer overflow risk
Stack data exposure risk

POTENTIAL VUL
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 Step 1: Screening Input Functions
 Evaluate input functions via a review panel using multiple LLM agents
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Security
Researcher

Input Function
char d[6];
strcpy (d, output);
return -1;

Reasoning:
Buffer overflow risk
Stack data exposure risk

Code Author

Reasoning:
Enforce a strict bound

No exposure of uninitialized memory

POTENTIAL VUL

MITIGATION

REFUTATION



Module Details - ③ Inspector (VulTrial)

 Step 1: Screening Input Functions
 Evaluate input functions via a review panel using multiple LLM agents

Security
Researcher

Input Function
char d[6];
strcpy (d, output);
return -1;

Reasoning:
Buffer overflow risk
Stack data exposure risk

Code Author

Reasoning:
Enforce a strict bound

No exposure of uninitialized memory

POTENTIAL VUL

MITIGATION
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REFUTATION

Moderator

Summary Security Researcher:
Flags overflow and possible 
stack exposure
Summary Code Author:
Accepts overflow, rejects 
exposure claim
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 Step 1: Screening Input Functions
 Evaluate input functions via a review panel using multiple LLM agents

Security
Researcher

Input Function
char d[6];
strcpy (d, output);
return -1;

Reasoning:
Buffer overflow risk
Stack data exposure risk

Code Author

Moderator

Reasoning:
Enforce a strict bound

No exposure of uninitialized memory

Summary Security Researcher:
Flags overflow and possible 
stack exposure
Summary Code Author:
Accepts overflow, rejects 
exposure claim

POTENTIAL VUL

MITIGATION

REFUTATION

Review Board

Reasoning:
Buffer overflow (unbounded stack copy)
No in-function read or disclosure

POTENTIAL VUL
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 Step 2: Improve Reasoning Readability
 Synthesize all agent reasoning into a single coherent explanation

Security
Researcher

Input Function
char d[6];
strcpy (d, output);
return -1;

Reasoning:
Buffer overflow risk
Stack data exposure risk

Code Author

Moderator

Reasoning:
Enforce a strict bound

No exposure of uninitialized memory

Summary Security Researcher:
Flags overflow and possible 
stack exposure
Summary Code Author:
Accepts overflow, rejects 
exposure claim

POTENTIAL VUL

MITIGATION

REFUTATION

Review Board

Reasoning:
Buffer overflow (unbounded stack copy)
No in-function read or disclosure

POTENTIAL VUL
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 Step 2: Improve Reasoning Readability
 Synthesize all agent reasoning into a single coherent explanation

Security
Researcher

Input Function
char d[6];
strcpy (d, output);
return -1;

Reasoning:
Buffer overflow risk
Stack data exposure risk

Code Author

Moderator

Reasoning:
Enforce a strict bound

No exposure of uninitialized memory

Summary Security Researcher:
Flags overflow and possible 
stack exposure
Summary Code Author:
Accepts overflow, rejects 
exposure claim

POTENTIAL VUL

MITIGATION

REFUTATION

Review Board

Reasoning:
Buffer overflow (unbounded stack copy)
No in-function read or disclosure

POTENTIAL VUL

Synthesizer

The function is vulnerable due to 
an unbounded copy into a fixed-
size stack buffer. …
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Input Function
char buf [16];
strcpy (buf, input);
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Module Details - ④ Adapter (PairVul)
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 ④ Adapter (PairVul) 
 GovTech-Specific Model Adapter

 Goal
 Reduce GovTech-specific false positives by fine-tuning models to desensitize 

the TitanCA approach to the recurring false-alarm pattern



Module Details - ④ Adapter (PairVul)
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 Step 1: False-Positive Analysis
 Collect false positives from GovTech evaluations
 Identify recurring error patterns

False Positive 1
input = get_trusted ();
strcpy(buf, input);

False Positive 2
if (test_mode) {
    exec (user_cmd);
}

False Positive 3
if (!is_admin())
    return;
system(command);



Module Details - ④ Adapter (PairVul)
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 Step 1: False-Positive Analysis
 Collect false positives from GovTech evaluations
 Identify recurring error patterns

Error
Analysis

False Positive 1
input = get_trusted ();
strcpy(buf, input);

Top False-Positive Patterns:
1. Trusted input sources
2. Safe execution context
3. Access controls present

False Positive 2
if (test_mode) {
    exec (user_cmd);
}

False Positive 3
if (!is_admin())
    return;
system(command);



Module Details - ④ Adapter (PairVul)
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 Step 2: LLM-Based Relabeling with Error Patterns
 Use the prompt to relabel TitanVul, one of our released vulnerability datasets
 Produce a GovTech-aligned relabeled TitanVul for fine-tuning

Error
Analysis

Top False-Positive Patterns:
1. Trusted input sources
2. Safe execution context
3. Access controls present

LLM
Labeler

Convert To Prompt
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 Step 2: LLM-Based Relabeling with Error Patterns
 Use the prompt to relabel TitanVul, one of our released vulnerability datasets
 Produce a GovTech-aligned relabeled TitanVul for fine-tuning

Error
Analysis

TitanVul
Dataset

(~40K samples)
Top False-Positive Patterns:
1. Trusted input sources
2. Safe execution context
3. Access controls present

LLM
Labeler

Convert To Prompt
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 Step 2: LLM-Based Relabeling with Error Patterns
 Use the prompt to relabel TitanVul, one of our released vulnerability datasets
 Produce a GovTech-aligned relabeled TitanVul for fine-tuning

Error
Analysis

TitanVul
Dataset

(~40K samples)
Top False-Positive Patterns:
1. Trusted input sources
2. Safe execution context
3. Access controls present

LLM
Labeler

Convert To Prompt

Example 1
input = get_trusted();
process(input);

Example 2
strcpy(buf, input);
// no validation

VULNERABLE

VULNERABLE
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 Step 2: LLM-Based Relabeling with Error Patterns
 Use the prompt to relabel TitanVul, one of our released vulnerability datasets
 Produce a GovTech-aligned relabeled TitanVul for fine-tuning

Error
Analysis

TitanVul
Dataset

(~40K samples)
Top False-Positive Patterns:
1. Trusted input sources
2. Safe execution context
3. Access controls present

LLM
Labeler

Convert To Prompt

Example 1
input = get_trusted();
process(input);

Example 1
input = get_trusted();
process(input);

IGNORE
Example 2

strcpy(buf, input);
// no validation

VULNERABLE

VULNERABLE



Example 2
strcpy(buf, input);
// no validation

Module Details - ④ Adapter (PairVul)
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 Step 2: LLM-Based Relabeling with Error Patterns
 Use the prompt to relabel TitanVul, one of our released vulnerability datasets
 Produce a GovTech-aligned relabeled TitanVul for fine-tuning

Error
Analysis

TitanVul
Dataset

(~40K samples)
Top False-Positive Patterns:
1. Trusted input sources
2. Safe execution context
3. Access controls present

LLM
Labeler

Convert To Prompt

Example 1
input = get_trusted();
process(input);

Example 1
input = get_trusted();
process(input);

IGNORE

VULNERABLE

Example 2
strcpy(buf, input);
// no validation

VULNERABLE

VULNERABLE



Example 2
strcpy(buf, input);
// no validation

Module Details - ④ Adapter (PairVul)
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 Step 2: LLM-Based Relabeling with Error Patterns
 Use the prompt to relabel TitanVul, one of our released vulnerability datasets
 Produce a GovTech-aligned relabeled TitanVul for fine-tuning

Error
Analysis

TitanVul
Dataset

(~40K samples)
Top False-Positive Patterns:
1. Trusted input sources
2. Safe execution context
3. Access controls present

LLM
Labeler

Convert To Prompt

Example 1
input = get_trusted();
process(input);

Example 1
input = get_trusted();
process(input);

IGNORE

VULNERABLE

Relabeled
TitanVul
Dataset

Example 2
strcpy(buf, input);
// no validation

VULNERABLE

VULNERABLE
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 Step 3: Fine-Tuning Adapter
 Fine-tune the adapter on the relabeled dataset to align with GovTech’s data

Base
LLM

Relabeled
TitanVul
Dataset
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 Step 3: Fine-Tuning Adapter
 Fine-tune the adapter on the relabeled dataset to align with GovTech’s data

Base
LLM

Relabeled
TitanVul
Dataset

Fine-Tune
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 Step 3: Fine-Tuning Adapter
 Fine-tune the adapter on the relabeled dataset to align with GovTech’s data

Tuned
Adapter

Relabeled
TitanVul
Dataset

Fine-Tune
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 Step 4: Screening Input Functions
 Evaluate input functions with the fine-tuned adapter

Input Function
input = get_trusted();
process (input); 
return result;
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 Step 4: Screening Input Functions
 Evaluate input functions with the fine-tuned adapter

Tuned
Adapter

Input Function
input = get_trusted();
process (input); 
return result;

False Positive 
Eliminated!

(After Desensitization)
The code is considered safe

SAFE

Input Function
char d[6];
strcpy (d, output);
return -1; POTENTIAL VUL

Tuned
Adapter

True Positive 
Kept!

(After Desensitization)
The code is marked as vulnerable



① Matcher 
(VulCoCo)

Vul Clone Detection

TitanCA Core Operational Framework Overview
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② Filter 
(R2Vul)

Reasoning Screening

③ Inspector 
(VulTrial)

Multi-Agent Analysis

④ Adapter 
(PairVul)

Domain Adaptation

Input Function
char buf [16];
strcpy (buf, input);
return 0;

Safe
Functions

Vulnerable
Functions

Vulnerable

Safe
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Data Model Refinement
Vulnerability
Collection 

Data 
Engineering 

Data Quality 
Audit & 
Enrichment

Vulnerability 
Detection Models 
from LCMs

Model Precision & 
Robustness Boost

Static Analysis for 
Better LCMs

Explanation 
Generation

Model Efficiency
Optimization

Project
Specific
Refinement

Monitoring & 
Adaptation

Adv. UI/UX & 
User Studies

Within GovTech

Operation
Tooling & GitLab 
Integration

T1

T2

T3

T4

T5

T6 T7
Periodic
Model
Maintenance

T8

TitanCA
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127,063
GitHub repositories monitored 

(Target: 10,000)

342,843
Real and synthetic vulnerability samples 

(Target: 100,000)

Listening scale Vulnerability collection

12.7x target achieved 3.4x target achieved
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F0.3 score 
improvement

+46.3%
vs. popular SAST tools
(Target: +30%)

Robustness

80%
Reduction in attack success
(Target: -50%)

Recall–Precision trade-off

+10.7% precision 
@18.3% recall loss
(Target: ≥50% trade-off ratio,
≤30% recall loss)

1.5x target achieved 1.6x target achievedTarget met (58% trade-off ratio)

Our solutions also substantially outperform many other LLM-
powered solutions – see individual papers, e.g., on slide 78 



Outcomes: Refinement Pillar
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Operation performance

+109%
F0.3 score improvement vs. popular SAST tools 

(Target: +30%)

3.6x target achieved
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Data engineering

Infrastructure capable of 
managing 500 TB of 
versioned data

GitLab integration

Process up to 10,000 
commits per day (~30k 
functions)

Model pipeline

Automated pipeline for 
periodic model retraining 
and updates

Target achieved Target achieved Target achieved
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 Verified Real-World Vulnerabilities Identified Using TitanCA
 Website link: https://titancaproject.github.io/cves.html

Vulnerabilities Found & Fixed
151

CVEs Published
35

CVEs in Pipeline
73

CVEs in Total
108

As of Jan 7, 2026



Broader Impact: Vulnerabilities in OSS

 Most (91%) of the vulnerabilities found are easy to exploit
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0% 20% 40% 60% 80% 100%

Low

High

Attack Complexity
This metric describes the conditions beyond the attacker’s control that 
must exist in order to exploit the vulnerability.



Broader Impact: Vulnerabilities in OSS

 35% of the vulnerabilities 
identified have critical 
(highest) severity

 Most (95%) of the 
vulnerabilities identified 
have at least medium 
severity

                        87

0% 10% 20% 30% 40%

Low

Medium

High

Critical

Base Severity
This metric reflects a vulnerability's fundamental, unchanging 
characteristics, calculated from two sub-groups: Exploitability 
metrics (How easy is it to exploit?) and Impact metrics (What 
happens if exploited?)



Broader Impact: Vulnerabilities in OSS

 Many of the vulnerabilities (~50%) fall under the Top-25 Most 
Dangerous Software Weaknesses
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Broader Impact: Data Cleaning Tools, Empirical Studies
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Looking for Research Fellows, PhD Students, Visiting Research 
Students, and Collaborators 



Thank you!

Questions? Comments? Advice? 
davidlo@smu.edu.sg
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